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Abstract

. Recently, on-device artificial intelligence (AI) solutions using mobile devices and embedded edge devices

have emerged in various fields, such as computer vision, to address network traffic burdens, low-energy operations, and

security problems. Although vision transformer deep learning models have outperformed conventional convolutional

neural network (CNN) models in computer vision, they require more computations and parameters than CNN models.

Thus, they are not directly applicable to embedded edge devices with limited hardware resources. Many researchers

have proposed various model compression methods or lightweight architectures for vision transformers: however, there

are only a few studies evaluating the effects of model compression techniques of vision transformers on performance.

Regarding this problem, this paper presents a performance evaluation of vision transformers on embedded platforms.

We investigated the behaviors of three vision transformers:

DeiT, LeViT, and MobileViT. Each model performance

was evaluated by accuracy and inference time on edge devices using the ImageNet dataset. We assessed the effects

of the quantization method applied to the models on latency enhancement and accuracy degradation by profiling the

proportion of response time occupied by major operations. In addition, we evaluated the performance of each model on

GPU and EdgeTPU-based edge devices. In our experimental results,

LeViT showed the best performance in

CPU-based edge devices, and DeiT-small showed the highest performance improvement in GPU-based edge devices.

In addition, only MobileViT models showed performance improvement on EdgeTPU. Summarizing the analysis results

through profiling,

the degree of performance improvement of each vision transformer model was highly dependent on

the proportion of parts that could be optimized in the target edge device. In summary, to apply vision transformers to

on-device Al solutions, either proper operation composition and optimizations specific to target edge devices must be

considered.
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Table 2. Platform specifications and performance evaluation
environments by edge devices

: Jetson Nano dev. | Coral EdgeTPU
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o _
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Pyth
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TFLite 29.2 | Tensorflow 2.7.0 .
Framework (runtime) T RT 8218 (runtime)
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EdgeTPU runtime 14
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Not GPU not Docker container | INT8 operations
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applicable used required
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Fig. 7. Model inference times and speedup ratios by gquantization

H 4, 2Kt Xn_-lf_'—|' =9 DeiT2 MobileViT A¥ 22| &|0|0] add = Without quantization
Htslel ZE FE AIZF O] AdAIZE HE m With quantization
Table 4. Response time occupancy of layer normalization in mul
DeiT and MobileViT architectures with and without quantization
mean
ith
Model W1t4 OUF With quantization )
quantization reciprocal sqrt
DeiT-tiny 12.86 % 51.79 % squared difference
DeiT-small 756 % 4276 %
MobileViT-xxs 6.40 % 3263 % sub
MobileViT-xs 497 % 3059 % 0 ! 2 3 4 5
MobileViT-s 597 % 34.14 % Latency (ms)
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d& e T7}_j 2 A jf}o“ °l= ; E-tjufel 2 Al &5 Fig. 8. Latency changes of operations composing the layer
Aoz vz HE3l7] ogeS & 4 Stk normalization in DeiT-small by quantization
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Table 5. Latency enhancement of main layers in DeiT
architecture by quantization
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Table 6. Inference speed improvement of main layers in LeViT
after quantization
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Fig. 9. Total latency changes of main operations in MobileViT-s
by quantization
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Models ’ e MLP normalization Layers LeViT-128s LeViT-128
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Table 7. Accuracy degradation of vision transformers after
quantization

Model With 4 WithouF Accuracy
quantization | quantization drop
DeiT-tiny 74.5 69.5 -5.0
DeiT-small 81.2 579 -23.3
LeViT-128s 76.5 53.3 -23.2
LeViT-128 785 724 -6.1
LeViT-192 80.0 76.7 -33
LeViT-256 81.5 80.0 -15
LeViT-384 82.6 81.5 -11
MobileViT-xxs 68.9 0.2 -68.7
MobileViT-xs 74.6 0.1 =745
MobileViT-s 78.3 16.0 -62.3
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H 8. Jetson NanoOf|AMe| 2t ZHIo| F2 £
Table 8. Model inference speed on Jetson Nano

Raspberry Pi| Jetson Nano Speedup
Model inference inference .
speed (ms) | speed (ms) ratio
DeiT-tiny 243 26 9.31x
DeiT-small 754 28 26.48x
LeViT-128s 162 81 1.98x
LeViT-128 217 99 2.18x
LeViT-192 303 98 3.07x
LeViT-256 504 99 5.07x
LeViT-384 1,030 111 9.21x
MobileViT-xxs 351 I6) 4.68x
MobileViT-xs 699 90 7.72x
MobileViT-s 1,027 107 9.59x
EfficientNet-Lite0 59 5 11.66x
EfficientNet-Litel 34 5 16.21x
EfficientNet-Lite2 123 5 22.58%
EfficientNet-Lite3 196 6 33.99x
EfficientNet-Lite4 353 7 52.6x
MobileNetV3-Large-100 14 8 1.76x
MobileNetV3-Small-100 41 17 2.4x
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Table 9. Model inference speed on EdgeTPU

Raspberry Pi| EdgeTPU Speedup
Model inference inference .

speed (ms) | speed (ms) ratio
DeiT-tiny 270 350 0.77x
DeiT-small 600 733 0.82x
LeViT-128s 44 56 0.80x
LeViT-128 63 85 0.75x
LeViT-192 72 73 0.99x
MobileViT-xxs 243 146 1.67x
MobileViT-xs 368 225 1.64x
MobhileViT-s 509 326 1.56x
EfficientNet-Lite0O 36 6 6.12x
EfficientNet-Litel 54 8 6.65x
EfficientNet-Lite2 75 12 6.49x
EfficientNet-Lite3 119 20 5.88x
EfficientNet-Lite4 225 43 5.28x
MobileNetV3-Large-100 12 30 0.40x
MobileNetV3-Small-100 30 53 0.58x
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