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Abstract :

The acceleration of neural networks has become an important topic in the field of computer vision. An

accelerator is absolutely necessary for accelerating the lightweight model. Most accelerator-supported operators focused

on direct convolution operations. If the accelerator does not provide GEMM operation, it is mostly replaced by CPU

operation. In this paper, we proposed an optimization technique for 2-stage tiling-based GEMM routines on VTA. We

improved performance of the matrix multiplication routine by maximizing the reusability of the input matrix and

optimizing the operation pipelining. In addition, we applied the proposed technique to the DarkNet framework to check

the performance improvement of the matrix multiplication routine. The proposed GEMM method showed a

performance improvement of more than 24 times compared to the non-optimized GEMM method. The inference

performance of our DarkNet framework has also improved by at least 2.3 times.

Keywords
GEMM Optimization

I.ME

TAUEN ] Agst 2 73 AFE Al Eoke]
Tog FAR ool vk [1-2]. wHUESNZ &5t
£ 98 HEHYA F+x g4 (Network Architecture Searc
h), A4%HF (Knowledge Distillation), 7+#1X]7] (Pruning),
AN 71 H <=3} (Reparameterization), %A+3} (Quantization)
ol dATHI A} [3-5]. AR ©des] wEUESA
oﬂ”}oib A FEE 71OE F glon, FHUEA

g G840 AP F & Frgolrt FulkEofof gt
[6] TAUES D 7hEol b 8 dt=dole 7=
TPU (Tensor Processing Unit) [7], ¢1€e] NCS (Neural C
ompute Stick) [8] 5 ¢ ASIC (Application Specific Integr
ated Circuit) 7%+ 7}45717F ik FPGA (Field Programm
able Gate Array) 7|9 d5§ 71 st=dlol2= TVM
W=z Fje 2Z 42~ VTA (Versatile Tensor Acceler
ator) [9] 7F5717F dlade]ty. CNN (Convolutional Neural
Network:CNN)2] &4 A2kl AEFAH d4k2 Im2col (Im

*Corresponding Author (hyungshin@cnu.ackr)

Received: Oct. 21, 2022, Revised: Nov. 11, 2022, Accepted: Nov. 23, 2022.
Jinse Kwon: Chungnam National University (Ph.D. Student)

J. M. Lee, Y. L Kwon, J. M. Park: ETRI (Senior Researcher)

M. S. Yu: ETRI (Principal Researcher)

T. H. Kim: ETRI (Assistant Vice President)

H. S. K1m (,hungnam National University (Prof.)

¥ o] mEE 20229 % AR (| ARG Adow FHFA
718571l e] A s “LLO} —rsc‘}?l A9l (No.2018-0-00769,21 8415 Al
28S Qe wEREY HAFY SW FAEL 71E D).

© IEMEK J. Embed. Sys. Appl. 2022 Dec. 17(6) 367-374
ISSN : 1975-5066
http://dx.doi.org/10.14372/IEMEK.2022.17.6.367

Versatile Tensor Accelerator (VTA), Neural Processing Unit (NPU), General Matrix Multiplication,

age to Columnize)¥3-g F3] 3qd FAoZ AdHa7t
7bssieh [10] 38 w4 ez x}tg ;L%A] o]
nl Z Aolxo)9lE BLAS (Basic Linear Algebra Subprog
ram) golB )& dH FAo 488 4 9} AR 7]
£ BLAS #olPEgle HE CPU, GPUE Bl =R F
A5 Fof, 2 st=dojo] Hgol oy} [10-15]. E&,
AgE €S 93 dolgds Folv At 7HE %
g3taA & wf INT8 # 22 AAHGE oy xd
Fito] BLASOIA A dabA] &L Qv whaba], 71&9] BL

ASE A EE 7HE st=do] vlE Afste A ddAe

2 Brt%sio)

2 l'ﬁ_r oA+ FPGA 7)¥F ¥ EY = 7147 VTAS
22 g FAINe 7k B 2o A A8 Tbee 23F BY

B GEI\/JM 7S AlRstaral ok 2 =5 7l E A

E} o] gk W FJ dato] vasds MAstax gddy
1t”° AFEEH Hed), B =R s =gl HZ 3}
H e 279 W H43kd 371 27}X194 Bl 2 o
RYE AR AA Hes =
He nguygd Ay ad 91101*0% Bt 24v) o)A
o s NAE Btk

® DarkNet [16] Hed ZddYga M : Aotsts 3
g F4 7k 71 AE 7] YA 'L |



Ze Q)99 DarkNetd] ZEE FAs ko] H43td V
TA MA=E F+339th DarkNet ZHlYY3+= Im2Col
el @ FAe AYAR, 54 sk Eslelg A
g | A=A &tk
918l DarkNet Z#¥¢]=Lo] VTA #jd=
¥ AURES AT, P A2 Jlog AUses &
Attt Aot S esNet-18 =&
[1718] F& Aol thadlelA 732 A== CPU o] V
TA B4 2309 45 P4 BRI

B =29 23 E wEUEYA 4
ATES Aestel oﬂw 53¢ 49stud I 3%
A Aljkets 7IWMQl 23F BHd e 38 %*é 7} DarkN
et ZHAYA Ao thal AHAE] A7) EHY
Shabe JlWel A AN AF ¥ ‘é el @el st
& AAletar, 5ellA i ATte] A8S Wwerh

Il AT

1. ASFH Adtel &2l H4 7)Y
1§18} o] HAEFA Artoez
W)g]r 7FeAgk Nx CxRxS)
1A (N x H x W)e| 23=
. A5 ALFA (Direct Convolution) ¢34k
Aol g= %”—"‘? oju] ]-4 HEgE HEsHA
A gowz F4
xﬁ?}ﬂ WAy g, ol gl
1 F3H 2ol 949 on|RelA

|

oM.
o

L =2
)
m

ru

o
_9,

Z‘L

_0,

=
o
[
9
{0
ol
o X
2 o o
S o2 o
i) L %
o ot
fr
-~
olf

o &
o
o
o Mo
ﬁ
|
ff
o
B o U
>~
>

o
2L
B
o o
o

A =271 7l
Im2Col (Image to Column) 2}l
A olm| X9l R A&

e

rigt

it E
o mlo

o ol
. N

B>

)
vl

n:
N
— X
(T
il
rot
o
-,
lu

F kIR A% vne ol

d22 5ol B4 98 FY A% a8 20

(ST TRE A - A
of nt ru £k oo
o
&

r>'
ot
=
-+
e
[
oty %
-3
i
g lﬁ
o o
e
o
=
o
gx
i
“
B
E o
_?\_‘
%>
é

H o]
shr} [18]. o] WAl ylle] ofgel o] ATE wE &
T $lE 94" omA dlal A4Es e 7FsA (weight)
ggbu|E o] WRE] #Holol-S AujX|ste] Aikstt), SFA| R
=g onR 9] FZE B4l WA 9 g5 Astet =¥ o]
o] Wug AN F7IE AT /Aol Im2Col Wiy 2] &
of Mo ® ARHA FETt [19].

719 Im2Cole] HA 3} 7P o2 MEC (Memory Effi
cient Convolution) [20], Indirect Convolution [21] S°] <l
t}. MEC ¢34k Im2Col t&i&% Z|Rke = dfof, wne] A
=3 HPU}O [z ] Hl—t»‘}oﬂ/ﬂ

=

= WFow Yolg dolopg
Aor Ade Ae % 5o

|Bz e AHgFs &

<Direct Convolution>

ey

S ——
w

Input Feature Map Weight Qutput Feature Map

<Convolution Lowering (Im2Col) for GEMM:

CXRXS feopy kesnel yout) N N
. .
[CCCCLT
@
z Xz =z
T Iel T
Input Feature Map Weight Output Feature Map

<Convolution Lowering (kn2Row) for GEMM>
HxW Hxw

s o

......
..........

Input Feature Map Output Feature Map

3
)
(@)
=]
0
Rl
10
-|'|)|'

Fig. 1. (Above) Direct Convolution Method
(Middle) Im2Col Convolution Lowering Transformation
(Bottom) Kn2Row Convolution Lowering Transformation
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Algorithm 1 : 2—stage Tile—based baseline GEMM on CPU

1 for Im = 1:M/block_size do

2 for Ik = L:K/block_size do

3 for In = 1:N/block_size do

4 for bm = I1:block_size/16 do
5 for bk = 1:block_size/16 do
6 for bn = 1:block_size/16 do
7 for h = 1:16 do

8 for w = 1:16 do

9 for x = 1:16 do

10 Clh,wlammbmen = AlhxTtmipmbe * BIW,X] ticimpnbio
11 end

12 end

13 end

14 end

15 end

16 end

17 end

18 end

19  end

2l 5. 24t etdel 7|8 CPU 7|2 S#EIM S1lE
Fig. 5. 2-stage tiling-based GEMM algorithm on CPU

Algorithm 2 : 2-Stage Tile—based GEMM on VTA

1 for Im = 1:M/block_size do

2 for Ik = 1:K/block_size do

3 for In = 1:N/block_size do

4 LOAD_BLOCK( input_buffer, block_size * block_size)

5 LOAD_BLOCK( weight_buffer, block_size * block_size)

6 for bm = 1:block_size/16 do

7 for bk = 1:block_size/16 do

8 for bn = 1:block_size/16 do

9 VTA_GEMM(C[16x16] tmpn) += A[16x16] ompso * B[16x16] ns)

10 end

11 end

12 end

ﬁ . STORE_BLOCK( output_buffer, block_size * block_size)
en

15 end

16 end

gl 6. 27t EfE! J[HE VTA B 2125

gl 6.
Fig. 6. 2-stage tiling-based GEMM algorithm on VTA

a9 69 dugEe VTA s=dgod 24357 9a o
59 ¢ FS MAs wdelty 1y 59 7~139
ol9] 16x16 BE FA AE 93 wEF 37 27 69
9 Zhele] VITA_GEMM W#Ho] 3 2 tx el W
2o} A #4 9] solzEle] FAPHA ¢ AF WE
2l WEdde] WA drh ek 1% 694 4~5%
3}094 o olmAe 7hEA] FepvEe] 2= 3 b 13
il

Bl 44 AL on £YHES Atk

o

o

o
_>ﬁ_,

2. VTA StESIO{ollA 2Xt Bt =& 35t

VTA 3sl=gol= 16x16 23} 16x1 HE]E 3 Hell A
A g Qdvh 2" 7 oAeh 2ol gE HAlS A E
DRAM@I A FPGA®] & 3 wlx&] (Buffer)= dlo]E7} 13+
Aoz mrdth 183 GEMM Fo] BE U9 #%]2E
doaz A8 Bl 221402 dolHrt 2EHA
th olggk VTA 3st=dlol 545 Hugh ol &atad 94,
7beA] W] 23] B2 dloJHE 7HA AL ook g} 1

( DRAM "
Pack A — A
T —
— T =
i =
{ ‘ o,
— [ | | 4
— gg i
A Matrix B Matrix éz C Matrix
o
block, sueQ
% J
LOAD MODULE [ Loapmobute | [ sTore MoDULE |
I

Weight Buffer Output Buffer
s 15

16 16

y
1 16

Input Tensor Weight Tensor Accumulator Tensor

L

COMPUTE MODULE

=5
=

o2

I8 7. VIAS| St=flof =S OlSt 2At ErzdE T[Et
= 2Hs 7Y

Fig. 7. 2-stage tiling-based matrix multiplication optimization
technique on VTA

Algorithm 3 : Optimized 2—Stage Tile—based GEMM on VTA (Ouwrs)

1 for Im = 1:M/ mblock_size do

2 for bm = 1. mblock_size/16 do

3 for Ik = 1:K/ kblock_size do

4 LOAD_BLOCK( input_buffer, 16 * kBLOCK )

5 for n = 1: N/16 do

6 LOAD_BLOCK( weight_buffer, 16 * KBLOCK )

7 for bk = 1: kblock_size/16 do

8 VTA_GEMM(Cl16x16] ¢mpm) += Al16x16] et * Bl 16x16] o)

9 end
10 end
11 end
12 end

13 // Flushing after filling the accumulator buffer
14 STORE_BLOCK (output_buffer, mBLOCK * n/16 )

15 end
T8 8. VTAO =AMt 2Kt Efel T8 dESM Ld2E

Fig. 8. Optimized 2-stage tiling-based GEMM algorithm on VTA
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Table. 1. Test Cases of Square and Non-square Matrix for
VTA Performance Verification

Matrix Dimension
M K N
128 128 128
256 256 256
512 512 512

1024 1024 1024

Square Matrix

CNN Layers Dimension M K N

H{W|C|R|S|N

64 | 64 | 64 | 3 3 | 64 4096 576 64

Non- 32132 [128] 3 3 | 128 1024 1152 128

16 | 16 | 128 | 3 3 | 128 256 1152 128

square ~ ~ -~ ~ ~ ~

116 |16 | 256 3 3 | 256 256 2304 256

Matix =556 | 3 | 3 512 61 2304 512

8 8 |b12]| 3 3 | 512 64 4608 512

E 2 HUH/H|IZYY dE o s tn =

Table 2. Performance comparison for square and non-square —12110. Darknet Z2{|2!2|30llA] ResNet-18 ZEo| 48 An}
matrix multiplication Fig. 10. Results of ResNet-18 model in Darknet framework
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