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Benchmark ‘ Dataset ‘ Model ‘ Quality Threshold
Image Classification ImageNet [25] ResNet-50v1.5 [26] 74.9% Top-1 Accuracy
Object detection
(light weight) COCO 2017 [27] SSD-ResNet-34 [3] 21.2 mAP
Instance segmentation .
and object detection COCO 2017 [27] Mask R-CNN [1] 85;97 3°ka"_‘ A:F',
(heavy weight) ’ askmin
Translation
(recurrent) WMT16 EN-DE [28] GNMT [29] 21.8 Scare BLEU
Translation
(non-recurrent) WMT17 EN-DE [30] Transformer [31] 25.0 BLEU
Recommendation MovieLens-20M [32] NCF [33] 0.635 HR@10
Reinforcement Learning Go(9x9 Board) MiniGo [34] 40.0% pro move prediction
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Benchmark results (minutes)
Image Object OBt i nstation | Translation, [Recommen
classificati detection detection
o lgntweight | heawyt | "eCUTENt | nonecur. | - dation
# Submitter | System | Processor # # — Details
ImageNet | COCO COCO |WMTE-G | WMTEG ”‘2‘:’;“9'
ResNet-50 SsD Mask-R-
V15 wiResNet 34 CNN NMT Transformer NCF
0.6-1 Google TPUV3.32 TPUV3 16 TensorFlow, TPU 1.14.1.dev 4219 1261 107.03 12.25 10.2 1
0.6-2 Google |TPUv3.128 TPULV3 64 TensorFlow, TPU 1.14.1.dev 11.22 389 57.46 462 385 1
06-3 Google |TPUv3 256 TPUV3 128 TensorFlow, TPU 1.14.1.dev 6.86 276 356 353 281 1]
064 Google |TPUv3 512 TPWLV3 256 TensorFlow. TPU 1.14.1.dev 385 179 251 158 [1]
0.6-5 Google TF‘U\: 102 TPUV3 512 TensorFlow, TPU 1.14.1.dev 227 134 21 1.05 1
0.6-6 Google TPUVS 201 TPUV3 1024 TensorFlow. TPU 1.14.1.dev 1.28 121 085 11
3225
06-7 Intel LY 82601 CLX 8260L 64 TensorFlow W] 14.43
[ NVIDIA | DGX1 Tesla Vi) & MIXHet, NGC19.08 11522 1
069 NVIDIA | DGXT Tesla Vi) & PyTorch, NGC19.05 2.3 20748 | 2088 2034 1
0610 NVIDIA | DGX1 Tesla Vi) & TensorFlow, NGC19.05 1 27.39
0.6-11 NVIDIA 3x DGX-1 Tesla V100 24 TensorFlow, NGC19.05 W] 1367
0.6-12 NVIDIA | 24x DGX-1 Tesla V100 192 PyTorch, NGC19.05 2203 W]
0.6-13 NVIDIA | 30x DGX-1 Tesla V100 240 PyTorch, NGC19.05 267 W]
0.6-14 NVIDIA |48x DGX-1 Tesla V100 384 PyTorch, NGC19.05 199 1
0.6-15 NVIDIA | 60x DGX-1 Tesla V100 480 PyTorch, NGC19.05 205 1]
0.6-16 NVIDIA 130X|DGXV Tesla V100 1040 MXNet, NGC19.05 1.69 W]
0617 NVIDIA | DGX2 TeslaVi)| 16 VIXNet, NGC19.08 5747 [T
0618 NVIDIA | DGXZ TeslaVi)| 16 FyTorch, NGC19.05 22 101 10.94 .04 1
0619 NVIDIA | DGX2H TeslaVi)| 16 MXHet, NGC19.08 5274 1
0.6-20 NVIDIA DGX-2H Tesla V100 16 PyTorch, NGC19.05 1141 952 987 98 W]
0.6-21 NVIDIA  |4x DGX-2H Tesla V100 64 PyTorch, NGC19.05 478 3272 W]
0.622 NVIDIA ‘“XQ?fX TeslaVi00| 180 PyTorch, NGC19.05 241 H
0.6-23 NVIDIA 12x DGX Tesla V100 192 PyTorch, NGC19.05 18.47 1
2H
0.6-24 NVIDIA TﬁleaGX Tesla V100 240 PyTorch. NGG19.05 256 11
0.6-25 NVIDIA WBXZ?_{GX Tesla V100 256 PyTorch, NGC19.05 212 W]
0.6-26 NVIDIA QJXQaGX Tesla V100 384 PyTorch, NGC19.05 18 1
30x DGX-
0627 NVIDIA  [2H, & chips Tesla Vi00| 240 PyTorch, NGC19.05 223 m
each
0.6-28 NVIDIA 3“)(;}3,{5)( Tesla V100 480 PyTorch, NGC19.05 159 1
0629 wviDia | 3 5 Tesla Vi00| 512 MXHet, NGC19.08 259 m
0.6-30 NVIDIA QEXZ?_FX Tesla V100 1536 MXNet, NGC19.05 133 W]
0.6-31 Intel Tx 25 CLx CLX 9282 2 TensorFlow 11 77.95
9282
Gax Tesha
0.6-32 Alibaba 100 PCIE Tesla V100 64 Sinian 2437 W]
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DATA SET

QUALITY TARGET

RESNET-50 V1.5
IMAGE CLASSIFICATION 99% OF FP32 (76.456%) TOP-1
VISION 25.6M PARAMETERS | IMAGENET (224X224)
(HEAVY) ACCURACY
7.8 GOPS / INPUT
MOBILENET-V1 224
IMAGE CLASSIFICATION 98% OF FP32 (71.676%) TOP-1
VISION 4.2M PARAMETERS | IMAGENET (224X224)
(LIGHT) ACCURACY
1.138 GOPS / INPUT
SSD-RESNET34
OBJECT DETECTION
VISION HEAY) 36.3M PARAMETERS | COCO (1,200X1,200) 99% OF FP32 (0.20 MAP)
433 GOPS / INPUT
SSD-MOBILENET-V1
OBJECT DETECTION
VISION . 6.91M PARAMETERS | COCO (300X300) 99% OF FP32 (0.22 MAP)
2.47 GOPS / INPUT
GNMT
LANGUAGE | MACHINE TRANSLATION WMT16 EN-DE 99% OF FP32 (23.9 SACREBLEU)
210M PARAMETERS
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SCENARIO ‘ QUERY GENERATION ‘ METRIC ‘SAMPLES/QUERY‘ EXAMPLES
SINGLE-STREAM SEQUENTIAL 90TH-PERCENTILE ; TYPING AUTOCOMPLETE,
(SS) LATENCY REAL-TIME AR
NUMBER OF MULTICAMERA DRIVER
MULTISTREAM | ARRIVAL INTERVAL
STREAMS SUBJECT TO N ASSISTANCE,
(MS) WITH DROPPING
LATENCY BOUND LARGE-SCALE AUTOMATION
SERVER POISSON QUERIES PER SECOND ] TRANSLATION WEBSITE
S) DISTRIBUTION SUBJECT TO LATENCY BOUND
OFFLINE BATCH THROUGHPUT AT LEAST PHOTO
(0) 24,576 CATEGORIZATION
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(# 5) EfA = 21 | cadGen AlL{2|2

‘SINGLE—STREAM‘ MULTISTREAM ‘ SERVER ‘ OFFLINE
GNMT 2 0 6 11
MOBILENET-V1 18 3 5 11
RESNET-50 V1.5 19 5 10 20
SSD-MOBILENET-V1 8 3 5 13
SSD-RESNET34 4 7 12
TOTAL 51 15 33 67

(H# 6) AZER)0f Z2f|Q] 2|7 & 51=2)0f 0F7|EIx 29f

‘ ASIC ‘ CPU ‘ DSP ‘FPGA ‘ GPU

ARM NN X X
FURIOSA-AI X
HAILO SDK X
HANGUANG-AI X
ONNX X
OPENVINO X
PYTORCH X
SNPE X
SYNAPSE X
TENSORFLOW X X X
TF-LITE X
TENSORRT X
g
1
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[11 He, K., Zhang, X., Ren, S., and Sun, J. Deep residual learn-ing for image recognition. In Proceedings of the IEEE
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