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Abstract : Matrix multiplication is a fundamental mathematical operation that has numerous applications across most
scientific fields. In this paper, we presents a parallel GPU computation algorithm for dense matrix-matrix multiplication

using OpenGL compute shader, which can play a very important role as a fundamental building block for many
high-performance computing applications. Experimental results on NVIDIA Quad 4000 show that the proposed
algorithm runs about 208 times faster than previous CPU algorithm and achieves performance of 75 GFLOPS in single
precision for dense matrices with matrix size 4,096. Such performance proves that our algorithm is practical for real

applications.
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Algorithm 1: CPU codes for parallel computing

void mul( Matrix& A, Matrix& B, Matrix& R )
{
GLuint ssbo_A, ssbo_B, ssbo_R;

glOpenBuffer(ssbo_A);
glWriteBuffer(ssbo_A, 0,

(A.m*A. n)*51zeof(ﬂ0at)

&A.V[0], 0, GL_STATIC_DRAW);,

glOpenBuffer(ssbo_B);
glWriteBuffer(ssbo B, 0,
(B.m*B.n)*sizeof{(float),

&B.v[0], 1, GL_STATIC_DRAW);
glOpenBuffer(ssbo R);

glWriteBuffer(ssbo R, 0,

(R.m*R.n) * sizeof(float),

NULL, 2, GL_STATIC _READ);

ngmdBuffer(GL SHADER STORAGE BUFFER, 0);

uint BLOCK_SIZE = 32;

uvec3 wsize(BLOCK_SIZE, BLOCK_SIZE, 1);

uvec3 gsize(64, 64, 1);

uvec3 went = (uvec3(l, m, 1) + wsize - uvec3(1)) / wsize;
uvec3 gent = (went + gsize - uvec3(1)) / gsize;

uvec3 nelem = wsize * gsize;

glUseProgram(math_mul);
glUmformlul(glGetUmformLocatlon(
‘math_mul, "m"), m);
glUmformlu1(glGetUmfonnL0cat10n(
math _mul, "n"), n);
glUniform1ui(glGetUniformLocation(
math_mul, "1"), 1);

glUseProgram(O);

glUseProgram(math_mul);
for (uint yi = 0; yi < gent.y; yit+)

uint yO = nelem.y * yi;
for (uint xi = 0; xi < gent.x; Xi++)

uint x0 = nelem.x * xi;

glUniform1ui(glGetUniformLocation(

math_mul, "x0"), x0);

glUniform1ui(glGetUniformLocation(

math_mul, "y0"), y0);

glDispatchCompute(gsize.x, gsize.y, 1);
}

¥
glUseProgram(0);

glUseProgram(math_mul);
glReadBuffer(ssbo_R, 0,
(Rm*R.n) * 51zeof(ﬂoat), &R.v[0]);
glUseProgram(0);

glCloseBuffer(ssbo_A, 0);
glCloseBuffer(ssbo_B, 1);
glCloseBuffer(ssbo R, 2);
}
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Algorithm 2: GPU codes (which runs on GPU)

#version 430 core
layout( local_size x =32, local_size y =32, local_size z=1) in;

uniform uint m;
uniform uint n;
uniform uint I;
uniform uint x0;
uniform uint y0;

layout(std430, binding=0) buffer ssbo_A { float A[]; };
layout(std430, binding=1) buffer ssbo_B { float B[]; };
layout(std430, binding=2) buffer ssbo R { float R[]; };
const uint BLOCK_SIZE = gl _WorkGroupSize.x;

shared float AsfBLOCK_SIZE][BLOCK_SIZE];
shared float BsfBLOCK_SIZE][BLOCK SIZE];

void __memoryBarrierShared()

memoryBarrierShared(); barrier();

void main()

uint hA =m;
uint wA = n;
uint wB =1;

uint bx = gl WorkGroupID.x;
uint by = gl WorkGroupID.y;

uint tx = gl LocallnvocationID.x;
uint ty = gl _LocallnvocationID.y;

uint gx = x0+gl_GloballnvocationID.x;
uint gy = yO+gl_GloballnvocationID.y;

uint aBegin = wA*(y0 + BLOCK_SIZE*by);
uint aEnd = aBegin + WA - 1;
uint aStep = BLOCK_SIZE;

uint bBegin = x0 + BLOCK_SIZE*bx;
uint bStep = BLOCK_SIZE*wB;

float Rsub = 0.0f;

for (uint a = aBegin, b = bBegin, blkStart = 0;
a<=aEnd;
a+= aStep, b +=bStep, blkStart+=BLOCK_SIZE)

{
As[ty][tx] = (gy < hA && blkStart + tx <wA) ?
Ala+ wA*ty +tx] : 0.0f;
Bs[ty][tx] = (gx < wB && blkStart + ty <wA) ?
B[b + wB*ty + tx] : 0.0f:
__memoryBarrierShared();

#pragma unroll
for (uint k = 0; k <BLOCK_SIZE; k++)

{ Rsub += As|[ty][k] * Bs[k][tx];

__memoryBarrierShared();

if( gy <hA && gx <wB)

uint ¢ = wB*(y0 + BLOCK_SIZE*by) +
(x0 + BLOCK_SIZE*bx);
R[c + wB*ty + tx] = Rsub;
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Algorithm 3: Non-parallel CPU code for comparison

void mul_cpu( Matrix& A, Matrix& B, Matrix& R )

for (uint i = 0; i<m; i++) {
for (uint j = 0; ;<L j+HH) {
sum = 0.0;
for (umt k=0; k<n; k++)
sum = sum + A[i][k] * B[k][j]
(RG] =sum

H|ao]| ARS-5 -2 é‘% YHEH I A7|7FN=
128, 256, 512, 1024, 2048, 4096 wjj Z} 7 -] tfi&fj CPU-
A 1e]ET GPU-Eare]E29] GFLOPS 4t S5kl
Ayt v S 98l CPU tfH] GPU 2] GFLOPS 32 <5
TH|E FASF) Fig 39] 9% 22 GFLOPS £0]1,
REZ 2 & H] Zolt}. AR GPU-Yale|Eol

Abeds] whE ), n=4096 o] thek2088]<] &&= 2fo]rt
ehdS e1e 4= qick

Table 1 Performance comparison of CPU and GPU-
algorithm

(GFLOPS : Giga-sized floating point operations per second)

CPU GPU
NN Computing | oy g | Computing | oy o sﬁffsd
Time (ms) Time (ms)
x1lz;zs 235 357 031 13.53 4
:25;'6 19.02 353 0.72 4660 | 13
x551122 2367 227 4.02 66.77 | 29
xlf g: 4| 79673 0.54 29.14 7370 | 137
ngg:s 86,792 0.40 23085 | 7442 | 188
:;)09;6 763312 | 036 1,831 75.05 | 208
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