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s o

A2 B 14 mE Bael ek 8 AR SHLT o)) B BA9] FREE ol
ok & AkgY] B4 7Y 8% 22T shvt 14T HHEE VWl B =R A2 F
AgAS g F44E B3 = GPU (graphics processing unit) 7]9F & Al4bel] ot 7|24 2

27 E gt

FR&ol: 2 M2 FA, eF AR, 9E AL, Foh

1. GPU 2 CUDA 27

B =Rox t}E= HE Az (parallel processing)= 9] 2L of# 79 Aoz R stol
Bl Ao g A ALt AR Sole 7IWeltt. HE A 7[RAeR (i) AA Aol oH
Mo BE Aoz Fe] 7hsstofok ot (i) wElE A ZHAE Al Al & 5 e =S
o5 J8 & dirt o] EA ujRo 7)ol 75 HFE S 2ol T2 CPU (central processing
unit)E A AFEANAT Hgo] 7bestgion, HE A £ =3 a8 ZA] Fsivt. AR A

& AFES CPUY wdo] 73kl wpet 7|8 AFEAE A= 27004 BA= 8719 2o
£ A CPUZF A glow), olela WelZol & Baale W Al tia ;A= A 37313
t}. 2ol CPUE &-83= 2 x]g] #7t olyg} GPU (graphics processing unit) S 283k &
Aew Be B wa 9tk 53, GPUL CPU Mok /1 310j9] algt Aol whAw oje] 47}
AAe = W7oA BAE + AR o]FolA Qo] ¥EIIt 7T Ay ALt &S IA FHA
2 4 9tk

yastel] A3et GPUE &-83 W8 Aste] 5 7] A3 olfr= GPU9| e A5 4o B
| 4 gty 27)9) GPUE 1990dth =8k Microsoft Windowse} 22 129 7]uke] 234
=ol o]-&goll wet 3 AEo Azl CPUS RE= &0]7] A8 HAog /s o] st=do] HE
9 A ABIHATG. 2719 GPUE AT ol 37 2219 A2l 98 Bz Setoz AgHol
GPUf| t3l H22L Silicon Graphics®] OpenGL @ Microsoft®] DirectX e} ZH & I#|F A o]
Aol A A o] ~E o] 8T Aout 7bs3Fgith 2000 ZxRtefE= 0|23t Qe FH |~ E &83)
of g Atell Hg3t7] AlFstl ot dedt #A F2 i Qe o]0 BHA AF;F o] s
Agol Bajol o FolZith. Sal, Wa Aol e 228 o) Ao ARS AHT F YET A
A% Q4 31l B4 AoIH (pixel shader) & 2-&3TE. 24 Alo|tle] 290 Fale] 22 A4

tlo it o

T(15174T) A A WekT WetE L WA, A TS A%, o s A,
2 AAR: (151-747) A& A Fob7 FtE 1 WX, Agoista 54385, a4
E-mail: johanlim@snu.ac.kr



1044 Donghyeon Yu - Johan Lim

A7) 918 98 A g 8 aeE S5 A8 5 97 wEe] We Aol Ago] urk ol
shgoit o A8 T Edel AYHE AA AR B 4G ARE o8 TAS] ARY WA 27
H A3 Aold dolx Aeld SWe mz I Ao)E o] Bslof e ojele Som GPUE B83

£ 8 AL o1-3] Al ko] Wkt

Z 2o NVIDIAo|A] AASE CUDA (compute unified device architecture)= oA AMtjel= o=
A S dolz 2ile AlFste] M AL Fdske =2l ol e BE Ade-we] A
%] (arithmetic-logit unit; ALU) @ H5443 AA3A] (floating-point unit; FPU)E SAE 4= 9)
th. 3 CUDAS] FPUE ©d AUE R 253 dite] IEEEQ] 2 7ARel B3ata U A4k
o] 488 ¢ =T AAHUTE HEo], GPUS W ol thdt o] §ol3tm CUDAS] W&z A
S TE2E Z8sto] Z viRee 42 uHd Zr o] 7kt H Atk olE EA4CoR Qs
o] CUDAE Zefgs & 2] £ ofye} HE Atel= FA3 GPUS 54< 7538t sh3lth

W Ade Sls AAE CUDA 7|Rke] GPUE &8-357] #J3lA= o1x3] OpenGL% DirectX &
o]-gsfoF Yot NVIDIAE B2 WEatsoe] AHE 5 =S Y &% CE A=ste] CUDAS &

J5ES 018317 9% B AYEE F78 CUDA C Aokg A12313ich. o2 I5}e] OpenGL
ok DirectX.O/] ags zrady A olaES o] 83H] AT Aleld Aoyt a2 Y A
Ax de QA FHAX ARt FAIE =T A glo] viz Aol ZlsstA Ak HZole C/C++
olo] #ul ofzl CUDA Fortran ¥ Pythong 7]|¥ke g 3= PyCUDASo] AlFHch F718ow
CUDA 7]¥dte] old tf2 GPUE o] §3}7] 934+ OpenCL (open computing language) 2} E8]+=
C99 7]9ke] QofE ©]-8F 5 Y.

2 =] v A REE o 2ol FAE T WA 28oA= CUDA Co| AHg< 93 44
ol thate] drS stal 38olA= CUDA CE ARgsh7] 913 7|24 wie] &1, JA}, sfAlsel
A F5ska GPUIA AE = o 24 B S&of tiste] Aufdrt 4o Hot 284
Q P} S Hste] LolFolofd CUDAS] ZzAAe} v AS7xol thel drgeict. 429
W P22 FaEdolA tEdd Jung (2011) F2lese WelEth 5”0+ CUDAS| oAz
A s e 22 3 Ao AAlES ask riAge g 6FoAs GPU &Y 2 A7 5F
= 2788 =Ee v Eh

Elﬂm

M

2. CUDA C9| &8&5 3 873 44

CUDA CE &83}7] YsliAE CUDA 7]¥ke] a#Ex =2 M4, /AR NVIDIA tjulo]s &
gloln], CUDA 7% & 2 ¥ %% C Azdel7t Zasich. dA WdA-E NVIDIA tjulo]x Egto]
¥ 2 CUDA 7 & & CUDA 5.0 22 E3 % 0] Windows, Linux 2 Mac ZZZo] thaljA] wj=
FH 1 th. CUDA 5.08] t22= 9 7]g} CUDA #3 HFHE= NVIDIAS developer zone (https:
//developer.nvidia.com/)olA & 4 gt} WA CUDA 7|4k Zajgds Z2A A9 22 9 A}
ke QoA AF3 NVIDIA Q] developer zoneo|A] &<l & 4= 9lom 2006 o] Zof A|ZH A =
£ NVIDIAS] GPU¥ CUDA7Z|HLe g A2 ¢ 7] w2l A% 2pol7h 2T £+ 9ot CUDA
CE 83 HE A4to] 7Fs38itt. E3 CUDA 5.0& $3to] CUDA C dojE Agalr] 93t At
A2 NVIDIA tiujolx =glol¥, CUDA 7| € A, computing SDK code samples 255 3+ ¥
of X 4 gitt. CUDA 7% & 71 GPUCA A2 3=F 93 AndelE =3t ot
computing SDK code samplest= 4= 4] 79| oA 22 I3WES 8317 Qo] F-83HA AFRE 5 9
o}, mAZe 2 Windows 7| ¥k A= w2 7 2kx}E o] MicrosoftAF2] Visual Studio 2008 =+ Visual
Studio 20109] & C AL #HE ARSI 9921 Linux ¥ Mac 7|¥o|Al= GNU A & C A
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398 (gee)E AHESHAL ok 19 FEo] BT Z5o] AW CUDA CE |43 W ALt Svl+
upx| A =t

Fa Ao R FAF| upehA] BE C Aopde]7t 7120 E AAF ] St Windows FHFNA
+ Visual Studio®] cl1 AL, Linux @ Mac ZHZ = GNUY geec ZAupde7) 7|27 X
A=l o] At} Microsoft®] Visual Studio®] %o+ 2§ HHoZ AR ¢ Dreamspark (https:
//www.dreamspark.com)o|A] FAFOZ t]grto} o]8-o] 753ty d¥bE o2 Windows ZE 3]
A Visual Studio® Ejo] 8549 2 ek Aol Folahn wiot Wz gaeg o gao] A3k
st offeh At} (CUDA CE o]&3te] A3 TE& dNHHO R cu® FAJZ.

5

r]r

C:\> nvcc test.cu -o test.exe -ccbin ‘‘Compiler Directory’’

19 odlAl= Autde e A7 AU FFo] Hol YA 952 AF -cebin o] FAHE F7eHA
Astde 3 Aol -o o FA4L outputS WEFATE W} ZAAIE AR nvee --helpE 551
gle] 7F—6‘Pfﬁ %2 W&ol 3=l 917] wiZo] HE 93 nvee --help | more HHolE ©]&
I °”‘/P Linux 3 Mac £RF stollA= HudS o] &3 Wo] 7hs3stn 919 oo} fAkstAl A

3. CUDA C Zg7#4 ¢lo]

CUDA C+ #=9 C 0401—2— 7]13}0& ?‘5]—_77_ o GPUoﬂ A2 4‘_3 At 72

OE C Qlofof ¢ éd /‘FQZF— 2 5 glol CUDA Cé /‘F‘L’ﬂ% T don 2o HEs
o AF F2E &S HA3l vl 5T 4 vk Z2agdgel § OW CUDA CE& %#%9 C 0*01
oF 1 A= 7} 2 = %7‘1 025 T2E (host, 2 IATL=E AQJ 3 A )9} tlule]lx (device, i
7EE)E FE8te] ZF FRoA H2 7hed Wapet AT 5 Qe Tt REE o] Stk Helth w
2hA] tirto]xo A TAEQ] 2tgel A 2T 5 9ol WA S2ES Bl A58 B8 ol o
Hpolag EAlehs S AXA "k Eg tute]adA HelE ARE SAEqA Y H2 T
7] Wil tupelzo A Aste] B FHoll SAER HEASR: S Ao AAE el & 5

ot d™A] HAL Figure 3.1004] 7heks] 2dsqieh. o9} Zo] WReE HARste] wdhsh= ‘E;‘Xo]
o|& Q% A7e] 48 wjEe GPUE o83 Wd Aibo] 4 T84 2L ot GPUE &
e At M T2ES} tuto] 2%k W] BAF HSS eiste] WEslshe o] FR3)t)

rﬂ-&i;&%

Host Device

TN Y

* Memory Transfer

lllllllll

' Memory Transfer

N N

Figure 3.1 Instruction processing between host and device
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2 dolAe CUDA CE ARESH7] f1%k 71234 , B4R R osiAl, Hupolxofaf A
Ae e Peol 24 i%oﬂ ofslx Awsky woh GubAe) WEst 9 st doprojor @
CUDAS9] wlRe] AF Fxol thefixl«= the dolA] distes ek deg e JAE 7 ¢l
o] AM23H7] $JS A= cuda_runtime.h FH FLS %ji{a]cﬂ] },‘L_i;; X #A ok 3k, CUDA @El glo] B
2] (cudart.lib) & H3 A|AF st} 919 AFH LS EF CUDA 5.000 28= o 9tk

3.1. mlxale] gy, B g 7|
3.1.1. Hixale] g 2 x|
CUDA CollAE= gnrftolxo] W go] F23l7] 8] TAEoA ZE HeE A3 5, frfo]x

o] RAMOIA w2 2)E dslo] sl F4E £0E Mo Agste] AgdTh 7124 tjulo] A9
H2e &L ofg]9] cudaMalloc & o]-&3str}.

cudaError_t cudaMalloc( void ** devptr_ref, size_t count);

cudaError_t= 84 &9 AF oBE Vel = vigl gto g A3 AL “cudaSuccess” S HHsHs}
o A A4 el sigshe Fhs vkEsith. @93t W R e ARgo] Eud A vWEe g9
A st AFEY BlAAE BT} &4 08 2= Zlo] glgait). tiulo|xofx st R EE A
3t T ol 2k

cudaError_t cudaFree( void * devptr);
kst 121 s o] mRE & 9 siAle] AAE A3 B ofefe} 2T
(elAl 3.1)

#include<stdio.h>

#include<cuda_runtime.h>

int dim = 10;

int *ptr;

cudaMalloc( (void **) &ptr , sizeof (int) * dim);
cudaFree(ptr) ;

219] AAANA St 7FR] 7] slojof & HEL cudaMalloc®] A WA Q1A= &4 void typelZ uljd
9] FAE AAvte B WY FAE AR Rt

3.1.2. "rg]e] Ba}
tule]~E &gsto] HHE
AAA At o] % &
A AAZ BARE ool
Hreg 3271& Zerh X
2] AL 9 tjulo] g} tjuto
W2 ofefe} 2t

3 AME 5] AeiAe T2EY ARE tHlolag EAlsh: e
I+ cudaMemcpy©lth. 7] 2H Q1 AHEE EE CAol9] memcpy 2} FAFSH
e 2AE S F WA Qakr BAEE e 248, Al ARz BARE
xE Co s HE U}Z]m' AAtZ TAEQ} Hulo]a Afolo] W&
2 Apele] mRE] AL S F0t7] 913 Option AARE Zbeth AR

- =
_4r_|!1

cudaError_t cudaMemcpy( void* dst, const void *src, size_t count, Option)
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Option ¢12h= o}zl 2t

e cudaMemcpyDeviceToDevice : TJr}o]A YlojA] W g| & Bl F
e cudaMemcpyHostToHost : T2E oA H 2SS EAle 39 A2
cudaMemcpy & o]2] Option QUAFA wlx| o] J P == cudaMemcpyHostToHost+= memcpy T
9} 715 0] L] w2l A AREEA ¢kttt oAl 3.19] o]o]A] cudaMemcpyE AME-EF A& of
e} 2ot o] A E Fgsta U BE wde] 1109 3o g 273 2S5 & 5 Sith
(<Al 3.2)
#include<stdio.h>

#include<stdlib.h>
#include<cuda_runtime.h>

int main()
{
int i=0,dim = 10;
int *ptr, *dev_ptr;
int *host_ptr, *host_ptr2;

host_ptr = (int *) malloc(dim*sizeof(int)); // E2E W g &

host_ptr2 = (int *) malloc(dim*sizeof(int)); // TXE WRE Tt
cudaMalloc( (void **) &ptr , sizeof(int) * dim); // Tjufo]x W] dot
cudaMalloc( (void **) &dev_ptr , sizeof(int) * dim); // Unlolx WRg &

for(i=0;i<dim;i++)
host_ptr[i] = i+1; // host_ptr € 1 — 109 o= %73}

// Z2EQ host_ptr oA fulo]29] ptr2 EAL
cudaMemcpy ( ptr , host_ptr, dim*sizeof (int), cudaMemcpyHostToDevice);

// H¥te]29] ptrofl A Hube]29] dev_ptrz EAF

cudaMemcpy ( dev_ptr , ptr, dim*sizeof(int), cudaMemcpyDeviceToDevice);

// tlute]29] dev_ptrol A SAEQ] host_ptr22 EAb
cudaMemcpy (host_ptr2 , dev_ptr, dim*sizeof(int), cudaMemcpyDeviceToHost) ;

free(host_ptr); // T2EQ wRe] g A
free(host_ptr2); // T2EQ wRe] i A
cudaFree(ptr); // THfe]x9] WRe] &t A

cudaFree(dev_ptr); // tjulo]29] W R g A

return 0O;
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3.2. 71d o Y U 3F

AAAoz WE AxE 317 fsiMe BLe die HEF oz A3 talolaoA AiEE
S8 st EEdof sirh. o] el tutola 48 #d ¥4 (kernel function)2} F21 o2}
Ze Ak 2AE& Adet (Jung, 2011).

e 3= Aol e : _global__ void KernelFunction(arguments)
o HI3} Zr2 &4 void typeo|th.
Zo] Brhssih

A
e _global & A A3 340 TIUEHE o] &3 5 Yt
e _host__ keyword®} Ao A&E 4 ¢
o Tlufo|2ollA A7t SEH 7] Mo E&
o FH HEIE o]§3tL 25610 EZFA| S A4E AHER

s
-
9] Al 2AS AT Be) A9 W FHL BE C dolst FAs] v

®

oL
AN
>,
&
rlot
o
2
R:)
[o]

N
off
)
o
kv

A9 grEo] B2
2ol Ag e 5ok 2 Aol7t g Btk SR AAH o §47k 49D mele S ohe 5
e AUTh FAse YR E Prt TFe] W e TS AT & AT A AT A
4 @47t 259 A90lE tutels W) 4 AN RE A G5 e S8 SIS 49

gk,

wRF A $47h 285U A
3} ths] el 7 Z2AA vt 4
£ Ao wuls} MEe) 2EL ol
gtk W ALS 98 AYL A e

52 o731 BEo] WA 1

oAy M Z2 M AAA ARSI Y =gk HE ALt
Ejstr] gk 2712 o] A Hrk. CUDAYA
A 2 =-B=-T08|= (thread-block-grid) 2@ o] AF2-5
g 4 2 =2 TEE Y 2HETF BoA F9 AS
t}. dutd o= el = e ey t=E
£ o]83tq oEA Ad IdrE &3 HE AHert o
FolA & Aol 2HE Fi 24 =, 85 ¢ 18& 729 th-$3H= CUDAS] WREE A T2+ &
Al AF 3 bk} o] Tt Aol REEE st BE AEE S Ad T4 TAEqA 5=
o I Ry 2 2EY SHA] ok kst Ad o] Aol AR A2 ofefe} 2t

Ao o o

Au)
[ ©
T
o,
Sl

o
=
=
r
i)
2
>
rlr
[%
=
|
e
f
i)

e
Ac)
Iy

o
=
n )
ol
2

kernelFunction<<<Dg, Db>>> (arguments);

01714 Dgt dim3 typed] WSE 1el=9] 3715 Vel shie] ae=rt 23 859 e
£ 3xo® AT 4 ok AAE 32U EF T2 E A L3A 7] w2l B50] 3 x 2] 24
= Zt= A9ole “dim3 Dg( 3, 2, 1);73} o] ARZZtt. 919} FALSHA Db dim3 typed] W42
E59 A9E Uehlia ] £50] x3eh= 28 =9 £F 32908 AFTrh Db gl AF
o= o2 A 39S 2= 2 E APerh. A U2 “dim3 Db(x,y,z);"E AY T4 & A
o Zgojato] AMEEHAl Hh 12kge] 2¥ = 9 BE FRoAM= B} 2keketA

kernelFunction<<<B,T>>> (arguments);
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(A 3.3)

A) 12H19] £5 12709 12449] 28 = 1274E o] 83 Ad T+ 22

dim3 Dg(12,1,1);

dim3 Db(12,1,1);

KernelFunction<<< Dg, Db >>> (arguments);

// <=> KernelFunction<<<12,12>>>(arguments) ;

B) 3 x 47He] B3} 4 x 32H9] 2 =L o] 83 AL P 2E

dim3 Dg(3,4,1);
dim3 Db(4,3,1);
KernelFunction<<< Dg, Db >>> (arguments);

oAAl 3.3014 thE F clAle] B¢ BEF 14 47H4 2YEE o]sto] A F4E Ttk A
Ae FEAIN A o W olAe] 28 =8 thf e dHX (index) oAl ztol7} et E53} 229
=71 Jelgo] £ HH rjupols ol ofele} 2 Aua W7} AHof Atk

o E=0] oldlx ul 219 W
blockIdx.x: Z2|E2] EE9] 1x4 Qdd~
blockIdx.y: Zg|=o] E&2] 2319 Qd~
blockDim.x: 18]Ee] EE9] 1x99 AHE 4
blockDim.y: Z2|=2] EE9] 23199 2=

o 27 ES] QlElx
threadIdx.x:
threadIdx.y:
threadIdx.z:

(e
+

2= 1749 Ad
»@ e 23k olElA
SERN

»azo] 3249

Mo no
T 1

o o fo

AAAOZ g TE2 B o|FofAH PE A& g
= Wele] g Fore oAs B AHSES SA

CLEDER EER

#include<stdio.h>
#include<stdlib.h>

Qe e o]@H o] Fo] A ofel

#include<cuda_runtime.h>

__global_
{

_ void vec_add(int dim, int *a, int *b, int *c)

int t = blockIdx.x * blockDim.x + threadIldx.x;
if( t < dim )
clt] = alt] + blt];
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int main()

{

int i=0,dim = 160;
int *dev_a, *dev_b, *dev_c;

int *host_a, *host_b, *host_c;

host_a = (int *) malloc(dim*sizeof(int)); // ZT2E Wy ot
host_b = (int *) malloc(dim*sizeof(int)); // ZT2E ©Rg dvf
host_c = (int *) malloc(dim*sizeof(int)); // ZTAE wRg dvf

cudaMalloc( (void **) &dev_a , sizeof(int) * dim); // Tjn}o]Xx wWR g
cudaMalloc( (void *%) &dev_b , sizeof(int) * dim); // Tjn}o]x HWE g
cudaMalloc( (void *%) &dev_c , sizeof(int) * dim); // Tju}o]x HE g

ot ok ot
ot oft oft

for(i=0;i<dim;i++)

{
host_ali]l = i; // host.a ¥l¥€& 0 ~ (dim — 1)& %73}
host_b[i] i+1; // host.b Wl€& 1 ~dimo & %273}

// ZAEA tulolAg EA}
cudaMemcpy( dev_a, host_a, dim*sizeof(int), cudaMemcpyHostToDevice);

cudaMemcpy ( dev_b, host_b, dim*sizeof(int), cudaMemcpyHostToDevice) ;

// AQ & vecadd T, AHY =160 , T3 A =2 = = 160
vec_add<<<5,32>>>(dim, dev_a,dev_b,dev_c);

// tupe]29] dev_colA] S2AEQ] hostcZ BA}

cudaMemcpy (host_c , dev_c, dim*sizeof(int), cudaMemcpyDeviceToHost) ;

free(host_a); // S2EQ wRe & A
free(host_b); // T2AEQ HEg] &F A
free(host_c); // T2EQ v R & A

cudaFree(dev_a); // tfHlo]|29] H Rz & A
cudaFree(dev_b); // tjulo]x9] wrg] &t A

cudaFree(dev_c); // tlulo]x9 w2 g o} 3|

return 0O;
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H‘

9o] Ao A A5 B vec.add 3= AY Tt Aok sk Ak 2ASL wlEs= AL 3
A& o Utk EF vecadd Fw WIS T W FlA 12 F29] 32709 2=} 1Y F
5709 B2, = 160709 2HEE o] 232 AY 7t & HUrE blockldx.xE 139 £
gt £5 JdEU2E UYehl= ghe g 5708 B0 thaliAl 0 — 49 3k& Z=th blockDim.x+= bt

| Zt= 2E=9 £2 Yelgy oA 3.4004= 325 UERACTH threadldx.x+ e EE 4
oA 28 =8 ddA®g 9 A= 0 - 319 g Zreth Ad T4 WielAe 4 2= 4
k7] A8l t2 Uetfold A4d f4E Bt o]F Foto] 7 Fojox] WP AR Aslo] o] F
AXA "t A WY if £ 27 EF 9 2 =& A ALSILAL dhe QA9 4 B @
o] A A o f 9 EF L AL WAE] AsiA AR AT EST Y oA AY
3 AAY tAd o ® Y7t 7besty ol &-&sto] Bt B3FE ALbe] Zbssitt 2dE @ BE2
CUDAY] w&e] A 729 AZdH o] Jdon thd FoA Hr} 28] bR =5 st

4. CUDAS] =2 A% wra e A 1R
4.1. CUDAZY] Z2A|A] F+=&

EE4Q HE A& HsiA= CUDA 7Rk Z2AAe 2 & WA oJsfjd a7t gtk NVI-
DIAO|A A2 == 229 7= Rdo) weba] ZRAAN S F27F 234 2to]7t glert CUDA 7]
Hho] 712 A ZREAAN F2E YRE FARBE 27]9] Z2AA FTRE B A BEF 313
ot} Z7]o] £A]" GeForce 8300 Al2]=2} G80/90 H GTS2502] GPUE 53 Z2AA +Z2E
ARESE glon g ZEAANE 8808 R YA 2EW ZEANA] (streaming proces-
sor; SP), 2~E2|W HE|ZZ M A (streaming multiprocessor; SM), BlAX] /ZZAA FEAH (tex-
ture/processor cluster; TPC)9| A& F2F 2t} (Figure 4.1).

TPC(G80/G92)

| Geometry Controler |

| SM Controler |
SM SM

[
SP
SP

P

P

Shared Memory Shared Memory

[ %) %) %)
bl bl o bl
%) %) %) v
o o o o

%]
m
c
%]
m
[

Texture Unit

Texture L1 Cache |

Figure 4.1 Processor architecture of CUDA (G80/G92)
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SPE AA| dite] £e5= Fo] ROz A AXLS ke FPU, A4 2 =g Akbo] o]FojA&=
ALU, 2832 "glo]gE v+ LSU (logical storage unit) @ o|Fo{A glony 3] SPE 4719 2
g & A2 & Stk o]#3d SP7} 87 R o]Fo|X = SM2 SPE Alojatal to|elE 9t
MAE 7HA L Qo AZeh4, AlFE 59 54 A4S f% 54 715 §Y (special function unit;
SFU)% 27 23st1 gtk £3], SM W] Fu =22 (shared memory): WH] SP7} Holele] &
FE 753 Bl e 58 BASRA W AT = e WReY a7t AdFdez Atk SMe
39l A TPCE o8 SME 238 ¥vk ozt 88 289 A4kS 913 AL} RS 7R 1L
St Figure 4.10) EA1E G80/G92 B o] -] TPCE 2708 SME 233t dhite] GPUE ©]
23t TPCE oje] 7] Zgste] A ity dubd oz GPUY Foj9] & F SPY 2 Yeh
o]z}

4.2. CUDA?] w|gz] AZE X
GPUE o|&3 HE A4k

o) Fjuke e BUse] Fe UL PES o 9tk )
o GPUSIAE Shupe] 30} (SP)oll 4709] e =7} Alste] A HeS Ao} Yov] 2d=g B8
Aoz gelskn WY Aol £8L o)/l AN Ad=-BE. )= B ol theHE Hwe

AS +2E AY et

29 =-E5-T8= BdoA 7F 22 AEe 999 28 Es gubdoz el EE Hu
51270 7kA 238 4 flem E59 A% shhe] aej=e) Hof 65653570 7FA] 3o 7153t} (com-
pute capability7} £ GPU2| ¢ EE9 1024719 2 =7k £ 71s35it)). oxge] 125

zhe 28 =9k £59 Afodle F 57 8AE de A v A o Zold due A
I o] £5L olFt 28 =9 A 9 A ARRATE YoE AT 4 oy fF FoE Fol
7] fsliA 49wz AFske Zlo] drbA ot} (shue] Fojrt 47he] =S A2 4 dod). E

CUDAA = 3hte] EFof stite] SMo] B3 =5 AAS It G80/G92/GTS200 ZEAA T2
oA shte] SMol 8709 FolE 23sl7] ufZol Al A2 et 28=9 ¢E 32712 B59
28 =9 71 3270 Bt F Aol vA 28 =L o] 28 =7t 455 7] A7EA] ti7)sich 27]9
Tz EF bzt FAlOl ARld 5 e 32709 28 =85 = (Warp)ghe ALY &9 2 HH st
Atk AAl= GTX400 Al2]2 o]Zof = Fermi & FZ27} ARSE o] gt SMo] Zjtehs Foj9 ¢
7t 270 & F7Fsk Ttk (£, shte] E50] SAlol A2 7hsdh 28|29 & = 12874¢]t}). shhe] e
E+ st 2 sheo)] d3E 7] dj2el Ak A o3 A a2 Ft=rt X Ho] Sl A
oA Rt ofe] 22 =5 Aofsto] AHEE 4 drt

F7HH e, shte] BEEo] shte] SMef B35 7] wiol] £5 W] 28 =s S27t wE SR
g & ARRE 4 Uk SR EE W9 28T HE7AHLRE HEH o] FFu|EE Fho] A-EF7
of Ff wiEgle] o]d DA Agho] HAE 7] Aol thy 2 =7t WA Ad 2 Afole 7
Ao} apol 7k AT = gtk o] & s 2st7] HSlA] _syncthreads() F+E o]§sto] WA &
2 EES W7|AA 5713} dfof shrh. ES IR Rele] 27]7F 16KBE A|§H2 o] 7] wjZe] o]
BEAORE &8o] HiAe Bt EX3e A4 AlEslel =9 A4do] Bo5HA "t ol &
&b Z}A 3 AFEHE Sanders9} Kandrot (2011) ¥ Jung (2011)S #1134 ).

fu o &
(i, ﬂ? Mo

R
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5. dlAE

5.1. WEl9] § (Single precision az + 1y )

H Dol A+= basic linear algebra subroutine (BLAS)eol 23+ saxpy <ol oish ¥ AAE o
F 32} 3t} single precision 32 bite] FE524F W sF3H Co| A& float typedl H-S-=H ).
CUDAE o] &3t ¥E ALt oJslE F7] 93l T2EA AiEE T8 WA 4y &2 Fof o
gslsl Ad ol s =oste s sttt SAENA AddEE 25 C

u
ol

9} 2t}
void host_saxpy(int dim, float a, float *x, float *y)
{
int i =0;
for (i = 0; i < dim; i++)
y[i]l = a*x[i] + y[il;
}

host_saxpy §49) Aol forP e Foo] £AH oz Aol ofFolzith. olo] whate] WY

1l =
A9 G4 obelsh 2ol TAT 4 ek

__global__ void device_saxpy (int dim, float a, float *x, float *y)

{
int i = blockIdx.x*blockDim.x + threadIdx.x;
if (1 < dim) y[i] = a*x[i] + y[il;
}
Ad Folas E53 28U =E o &5to] ALt Hn] E53) 2d 29 5 S8 A & F¢
o€ Z+ FojollA] 3 | Axts F9 2FE 7 5 Aok AR Al e Arele 2daE #4
57 1A oAl 340149} o] TAENN XEE Tl AR BAS o] AE T TAER B

J
At B3 B Beh AL ol Bt MEel Aol e Aol B4 e A nFHch
3t A=A

v RE] W] vjFo] diFg o A FHol §H Ao r dx ool At 4 k. ofgfe] IE
9] saxpy & F 7HA W oR SE5tH At AR 54 817] fste] 2 A

(oA 5.1)

#include<stdio.h>
#include<stdlib.h>
#include<time.h>
#include<cuda_runtime.h>

#define THREADS 64 // 2#|& 9] 4
/] BAE Y I

void host_saxpy(int dim, float a, float *x, float *y)
{
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int i =0;
for (i = 0; i < dim; i++)

y[il = a*x[i] + y[il;

/7 Bkl AY G5 (A F)

__global_

{

void device_saxpy (int dim, float a, float *x, float *y)

int i = blockIdx.x*blockDim.x + threadldx.x;
if (i < dim) y[i] = a*x[i] + y[il;

int main()

{

int i=0,dim = 1le7; // XY AA
int block;

float a = 1.5;

float *dev_x, *dev_y;

float *host_x, *host_y;
double time=0;

clock_t start;

host_x = (float *) malloc(dim*sizeof(float)); // ZT2E w|R3z] &vF
host_y = (float *) malloc(dim*sizeof(float)); // TXE W=Zg g
cudaMalloc( (void **) &dev_x , sizeof(float) * dim); // Tlulo]x Wz &
cudaMalloc( (void #**) &dev_y , sizeof(float) * dim); // TjH}o]x W2 g &F

for(i=0;i<dim;i++)

{

i; // host.a W9 & %7|3}
i+1; // hostb Ml¥€E i+ 12 273}

host_x[i]
host_y[i]

// host_saxpy &= % A|7F AAb

start = clock();

host_saxpy(dim,a,host_x,host_y);

time = (double) (clock()-start) / CLOCKS_PER_SEC; // A+ =4
printf("\n Time C(host) : %.3f",time);

/] Yutolxgt e W e] w9l Ad 34 devicesaxpy TE

start = clock();
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// BAENA tulolAg EA}
cudaMemcpy( dev_x, host_x, dimxsizeof(float), cudaMemcpyHostToDevice);

cudaMemcpy( dev_y, host_y, dim*sizeof(float), cudaMemcpyHostToDevice);

block = (int) (dim+THREADS-1)/THREADS;
device_saxpy<<<block,THREADS>>>(dim, a, dev_x,dev_y);

// tupo]29] dev_colA] SAEQ] hostcE BA}
cudaMemcpy (host_y , dev_y, dim*sizeof(float), cudaMemcpyDeviceToHost) ;

time = (double) (clock()-start) / CLOCKS_PER_SEC; // A+ =4
printf("\n Time (device) : %.3f",time);

free(host_x); // T2EQ wWRe &4 A
free(host_y); // T2EQ] wrg] ot A

cudaFree(dev_x); // ©Hfo]|29] W Rz &3 A
cudaFree(dev_y); // TJHlo]x9] Rz &t A

return 0O;

. % 38 9] F (Single precision C = AB)

n}

2
2 dode F 3 A, B ol tish HE ALl oAS AvEnh WA T2EqN A= G
g dEY F C = ABoJ| gt &< host_matrix_prodE 45 B THE-Fo] 3 £ dupro=z
xn FEe] Fofl thet A BT O(n®) o2 deiA vk F PP Foj vigh dnutAl g

n
Z2 AvRd thes) 2k

void host_matrix_prod(int dim, float *A, float *B, float *C)

{
int 1i,j,k;
for(i=0;i<dim;i++)
{
for(j=0;j<dim; j++)
{
Cli+dim*j] =
for(k=0;k<dim;k++)
Cli+dim*j] += A[i+dim*k] * B[k+dimxj];
}
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9 B5 R AN HE L HE (1) WA YRS AY AR F3} Be juAl Be] yaoz
A4kel 7ks3tm Figure 5.1004 Yebd AA T 7+ 4ol whef s Aoz Atbo] 73ttt
B ty
tx
A C

Figure 5.1 Multiplication of square matrices: C = AB

oledt AL ol gate] WAkl Apsatn 2219e] 2AE FRE o fato] ofels} To] W AL
o 7hsaie.

__global_
{

_ void device_matrix_prod_simple(int dim, float *A, float *B, float *C)

int i=0, tid = threadIdx.x + dim * threadIdx.y;
if( tid < dim*dim)

{
cltid] =
for(i=0;i<dim;i++)
C[tid] += A[threadIdx.x + dim*i] * B[i + dim * threadIdx.y];
}
}

919 Zo) LD 4T o8] T ALY FL AN 4 9o} 99 e Aol HE A
okS XYl 9t} device_matrix_prod_simple F9] Ao W3l 7wk AH o] F xYo] of
Aol B WY} A0} SRS AP gtk CUDAGIAL shiel B2 sigsle 2ds
o 2 512702 AdEo] 917 Whzel Sle) B A 22 x 22 AN AL FU 2AL 5 9

t‘xl_
e s TEE PAUOE s BY olue) #5922 w8 24808 2
th. Figure 520014 B4 8 215 2ol A% #Y CF 23 YPER 1hro] A2
CUDAS] 25 g 1718 oA 248 242 4 & 4 e,
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Block . Block
(0,0) (0,)

tx

Block Goi Block
(r.0) (r.o)

A C

Figure 5.2 Matrix multiplication using two dimensional block structure (r X c¢)

vsto = 239e] B85 2xe] 2eE TEE ol 8el £ ARY WY FS AN AY
4 ofele} 2ok,
__global__ void device_matrix_prod(int dim, float *A, float *B, float *C)
{
int i,tid,tx,ty;
tx = blockDim.x * blockIdx.x + threadldx.x;
ty = blockDim.y * blockIdx.y + threadIdx.y;
tid = (blockDim.x*blockDim.y) * ty + tx;

Cltid] = 0;
for(i=0;i<dim;i++)
C[tid] += A[ tx + dim*i] * B[ i + dim * ty];

}

Ao} 2ol HHEslel] AL A, Tk AA FEY AEY F o) FoE S Hol|l AEE
4 Jdohd At 2 O(n?)e BAE O(n)2 At Edxz 4 A2 5 9tk SlodA oE
host_matrix prod?} devicematrix prod ¥ &2 v|ZE $3 CUDA C A Z=+ 23
2Tt
(elAl 5.2)

#include<stdio.h>
#include<stdlib.h>
#include<time.h>
#include<cuda_runtime.h>
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/] TAE AT

void host_matrix_prod(int dim, float *A, float *B, float *C)

{
int i,j,k;
for(i=0;i<dim;i++)
{
for(j=0;j<dim;j++)
{
Cli+dim*j] = 0;
for (k=0;k<dim;k++)
Cli+dim*j] += A[i+dim¥k] * B[k+dim*j];
}
}
}

/7 kol A G (A F)

__global__ void device_matrix_prod(int dim, float *A, float *B, float *C)

{

int i,tid,tx,ty;

tx = blockDim.x * blockIdx.x + threadIldx.x;

ty = blockDim.y * blockIdx.y + threadldx.y;

tid = (blockDim.x*blockDim.y) * ty + tx;

Cc[tid] = 0;

for(i=0;i<dim;i++)

C[tid] += A[ tx + dim*i] * B[ i + dim * ty];

}

int main()

{
int i=0,3j=0,dim = 128; // FQ 2} HA
int Db_x=8, Db_y=8; // &% x4
int Dt_x=16, Dt_y=16; // 2#Z= 4

float *dev_A, *dev_B,*dev_C;
float *host_A, *host_B,*host_C;
double time=0;

clock_t start;

host_A = (float *) malloc(dim*dim*sizeof(float)); // T2E W REg
host_B = (float *) malloc(dim*dim*sizeof(float)); // ZT2E W REg
host_C = (float *) malloc(dim*dim*sizeof(float)); // T2E HW2g

nt ot ok
oft ofl oft
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cudaMalloc( (void #**) &dev_A , sizeof(float) * dim); // TlHfo]A R g IF
cudaMalloc( (void #**) &dev_B , sizeof(float) * dim); // T]Hlo]A R g IF
cudaMalloc( (void **) &dev_C , sizeof(float) * dim); // UTln}o]x W xR ot
for(i=0;i<dim;i++)
for(j=0;j<dim;j++)
{
host_A[i+dim*j] = i; // host.a W|4E iZ %73}
host_B[i+dim*j] = j; // host.b Wid< i+ 18 %73}
}
// host_matrix_prod $& % A|7F A4h

clock();

host_matrix_prod(dim, host_A, host_B, host_C);

(double) (clock()-start) / CLOCKS_PER_SEC; // A
printf("\n Time (host) : %.3f \n",time);

start =

7+

=2
T

time = g

o]
Fisa

// Tuolagt sAEN] wlRE w3 U A

device_saxpy T=

start = clock();

/] ZEOA tnlo| AR BA}
cudaMemcpy ( dev_A, host_A, dim*sizeof (float),cudaMemcpyHostToDevice);
cudaMemcpy ( dev_B, host_B, dim*sizeof(float),cudaMemcpyHostToDevice);

dim3 Dg(Db_x,Db_y,1);
dim3 Db(Dt_x,Dt_y,1);
device_matrix_prod<<<Dg,Db>>>(dim, dev_A,dev_B,dev_C);

// tlupo]29] dev_colA] SAEQ] hostcE BA}
cudaMemcpy (host_C , dev_C, dim*dim*sizeof (float), cudaMemcpyDeviceToHost);

7+

gul

(double) (clock()-start) / CLOCKS_PER_SEC; // Al
printf("\n Time (device) : %.3f \n",time);

time = =3

1059

free(host_A); // S2EQ wRrg & A
free(host_B); // T2EQ WEe] g A
free(host_C); // T2EQ WEe] & A
cudaFree(dev_A); // ©ufo]29] H R 2] TF A
cudaFree(dev_B); // tulo]29] w22 TF A
cudaFree(dev_C); // Unlol29] HR g a&F A

return O;
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6. 3 W 7 =9

# £ GPUS 49 42 ALE CUDA 7192 GPUS olgsiel CUDA C2) 184l
ARSI 2EE-BE-TaeE Bl tialA zheks] Avfekarl Thhek WEl o gt FE ] F9 AAE &
3te] CUDA C9] &8 HolF]rh

FAB A GPUS &82 & AL A 282 o= AEAESo|Y Az A FofollA A
|5 7] Azt H2olle WolAHEA, 1A 3FEAT AEAA A At 03“011*1‘: A
AEE T ek BAeIAS GPUS| S-83 R (FAVh 23 gl WelolAel) 9% 75 5
B o3t 2oy WA GPUARE ##s ARbEQl £70E Suchard 5 (2010)914] 3H& 4 Q13 W
o] x| ot A Ake]| 9l o] w2 MCMC (Markov chain Monte Carlo)2] F+& 3} &3 3}] Jacoba 5 (2011)F
Murray (2012)8 £38 thie] A77h A= gln Ad50 k. 1A FAIAe] A west
oJ&= MM (majorization-minimization) 12|52 7|WFo 23 L&) él}Eol 3l o] 5L Zhou 5
(2010)3 Yu 5 (2013)f] & Hel=lo] ). o] o= Google scholarsS F3lo] B2 o] 2 o
7 ATee 28 4 Aok

uprete g B Afox Awst Clo] o9e= thekdt zraejw] dojs¢] GPUE ©]§3t X
g AME Adstr] Al AEE AakE st g7l 2ol MATLABO Z-%-ol+ parallel
computing Toolbox& F3dlo] HE ALRE AQ3lL Jov gpuArray AAE 53] MATLAB 4
B oskgo] WE AAl =3 7ssith olo] tidF AAEE AFEE H|0)A] http://www.mathworks.
com/discovery/matlab-gpu.htmlE ZZg 4= Qt}. T3l RoA S o7 W& Aitel ojsl 3 7]
A& AlFsta gou A5 o]x] CRAN Task View: High-Performance and Parallel Computing with
R (http://cran.r-project.org/web/views/HighPerformanceComputing.html)ol Ze]=o] St}
53], GPUE 283 ¥ g A4t A71A QA gputools7t F7H = o ot AA Unix 7]9ke] S Fol| 4w
o]go] 753ttt oo tist Mgk A2 AH| 0] A] http://cran.r-project.org/web/packages/
gputools/index.html & FZ T 4= 9t}

L
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Abstract

Recent advances in computer technology introduce massive data and their analysis
becomes important. The high performance computing is one of the most essential
part in analysis of massive data. In this paper, we review the general purpose of the
graphics processing unit and its application to parallel computing, which has been of

great interest in statistics communities.
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