Heat

S

FEA 24 21T 18

ISSN(Print): 2287-5905

ZAFE AIA" MAHA 81
http://dx.doi.org/10.3745/KTSDE.2013.2.2.081

Design of MAHA Supercomputing System for Human Genome Analysis

Young Woo Kim" - Hong-Yeon Kim' - Seungjo Bae" -

Hag-Young Kim™

Young-Choon Woo™ - Soo-Jun Park™" - Wan Choi"™™"

ABSTRACT

During the past decade, many changes and attempts have been tried and are continued developing new technologies in the computing
area. The brick wall in computing area, especially power wall, changes computing paradigm from computing hardwares including processor
and system architecture to programming environment and application usage. The high performance computing (HPC) area, especially, has
been experienced catastrophic changes, and it is now considered as a key to the national competitiveness. In the late 2000’s, many leading
countries rushed to develop Exascale supercomputing systems, and as a results tens of PetaFLOPS system are prevalent now. In Korea,
ICT is well developed and Korea is considered as a one of leading countries in the world, but not for supercomputing area. In this paper,
we describe architecture design of MAHA supercomputing system which is aimed to develop 300 TeraFLOPS system for bio-informatics
applications like human genome analysis and protein—protein docking. MAHA supercomputing system is consists of four major parts -
computing hardware, file system, system software and bio—applications. MAHA supercomputing system is designed to utilize heterogeneous
computing accelerators (co—processors like GPGPUs and MICs) to get more performance/$, performance/area, and performance/power. To
provide high speed data movement and large capacity, MAHA file system is designed to have asymmetric cluster architecture, and
consists of metadata server, data server, and client file system on top of SSD and MAID storage servers. MAHA system softwares are
like Bio Workflow
management, Integrated Cluster management and Heterogeneous Resource management. MAHA supercomputing system was first installed
in Dec., 2011. The theoretical performance of MAHA system was 50 TeraFLOPS and measured performance of 30.3 TeraFLOPS with 32
computing nodes. MAHA system will be upgraded to have 100 TeraFLOPS performance at Jan., 2013.

designed to provide user—friendliness and easy-to-use based on integrated system management component -
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1.M B 21 wHARE 7=
AEe upe} go] o WA V& Wike #AFY E
A A7 AFY Ve I 2 Ve Fore w ofl W S 7A1 Utk 53] nZ¥Ae mE AY
Holl Fodo] B HHE o]Fo 23 gtk 53] 2000 AR Z7hE WA 3R & AeS B AT A
ZuF 100nmeol QY wEA B 71ES A&Hoz Holg o Fd ol adHHAe) oz gt UrH(Fig
WA oa), 2012 @A 2nmEA 7HA HHE 2 DIL, 4, 5] 2% 7Fe A#e Adoem zzAMe] 52 &
s &g o]Fol oa gk whd, wEA] Fgo| nA 3 Ee o o) FUekAl ¥a glen, HE/mY Z2A A9}
7F &gl wil gkt Ve WA T Fde 49 2o ZRAA FxRo WHEE e gl
Eol £&ata glom, o5 &4dsty] g ok At THAFE A2 AEAQA HEZZA A A W}
23 Fo ok 53], 1JAE A% Ay AR P Ty o dAE A4 Z2AA 7w FY2H 729 A HFH
TAE HAFE 71e9 279 sl Z2AA AA 2 F 7F de] MEE T Avk(Fig. 2). 53] 2l 7)ol 7wk
Zofl gt FAHGLS vo} ko e Folth 3l GPGPU(General Purpose computing on GPU), MIC
FHATE Bop= ol9} e AFH e AW V)& (Many Integrated Core)9} #& 7]&9] T&oz <lshe],
o] F¢® Hofzx, 2008d w3 DARPAC Exascale vyse] 7uke] o] AFH 7|ed AT FHAFH
computing®ll #3 B A @ o, AA Fo FtES wro] Zuks] W s m ui5, 6. GPGPUE A&3 7397
ARG 71ES F9sko] ExaFLOPSH O 797 FE 7)ol FHE 20108 Ao A8, 20129 A A" Y=
HakE Zbetal 9l Foluil, 21 whd e A$ 97 53t(12.4%), A5 o2 oF 318 PetaFLOPS(33%)2 214
FHO & MIEgE B9 58 283500 FHE T gtar gltH6l. ol & wjyso] suke] o]F AFH V&
o] 7legae Wxe] Az P, AT #HH A & Azgl T2 yE/AsE AXE 0] Fo Rofo fig
gk A4 AT EFo] FUksta g N2 ATFE FHek= AZI7E HACHS, 41 AA F8 A
2 =wdAE oe e FHAFE #d JE FRE A =7be @4 ExaFLOPSH 9 79 A+FH 7l Mde
stel 2011958 s F9 MAHAMAny-core HPC 3 FolH, ExaFLOPS ¥ ZFE AeS Fsho] wjyso],
system for hicinformatics Applications)s+¥ 7 F8 Al 2€) 1=HE AP T 7 AFH Lok Ad 71E grd FF

o A @ Pxel uste] AWTHIL A 2glAE SR ek
MAHA #3135 Al28e] A7) 94, Hae] 4985
U E R 8d 718 URd A 29 d9us o

A 3FelME MAHA 958 Alsgle Fx9 o3 A _ eiaﬁﬁ’aiiéﬂ%
A WSS Agshn, A 4294 MAHA #514FY Asg & B0
o 4% Bk AR ARHES Ak : R
) gt 5 5
R 8041
2. #HUFY 712 58 1 A
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Fig. 1. Limitation due to power wall [1, 4]
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Fig. 2. Trends of supercomputing technology [5]
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Table 1. Summary of supercomputing at Top500 [6]

Number of systems System performance

Number % PetaFLOPS %
Us 251 50.2 % 89.1 55.0 %
Japan 32 6.4 % 194 120 %
Europe 105 21.0 % 33.3 205 %
China 72 144 % 12.3 76 %
India 8 1.6 % 1.1 0.7 %
Korea 4 0.8 % 1.0 06 %

Table 2. Comparison of supercomputing technology [5, 7, 8]

Research Technology Industrial
Status | Trend | Status | Trend | Status | Trend
Us @) - @) - @) -
Japan | O / @) / -
Europe O — O — O —
China o) / @) / o /
Korea X N X — A —

© : Showing significant improvement, O : Improving, A : Delaying,
X Significantly delayed
/" Uptrend, — : Status quo, \, : Downward trend
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o] dlojefAe|st o] spAAAE Tl AlaE e
LZEI o]} FHlx Za = sk MAHA
THAFE Al2dE GPGPUSH MIC7|%el 7wk & o]F
mjuszo] AMFAE ARESte] o] & A 300 TeraFLOPS
& 7H=E AdAs the] Table 32 MAHA 3%
el A Abkoltt.
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Fig. 3. Trends in genome analysis [10]

Table 4= Qut CPU =29} mjyso] AxbgA|d 7]qt
3 wEgte HwE JeRd golth wiyzmoe] AabdR =
CPUel Hlste] B2 o5 Wste] &9 WA, &9 ==
Ak CPU w0 Hjste] =2 ATs 7tk d#l2A
Table 4914 & 4 9%o] CPURE tiu] A5<S oF gu),
ol &x oF 1/3u], WAL oF 1/8u|2 CPURE
T 5A4E 7
MAHA 97 F%8 A2=#& 27 MAHA #iF" 9
¥, MAHA %9 Alzgl MAHA A28 AXEg
Ego7 FAdth MAHA 7
g E9EL olF viyaio] 7wke] HFE 3o A=
Lﬂéﬁi—é AlgstH, MAHA 34 Al2=¥e SSD9} HDD
o 7wk 3 m& &Y AEYUAE TFITL MAHA A
28] AxEdojel MAHA Hlo]Q &-8-& o]FAtedel] 7|ut
g FAA 49 & AE AT A=
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32 MAHA Z&e Z3=
MAHA A" ZYEL2 vjyzo] AxbgAe] 7]uksle,

MAHA A=gle] dibss s Algshs Fiolth H5d &
A& A aas A, #YeE, AFY k5 UE
A2 8 2EIARER FAEH oF #Ex=re HHFY
wEE 598 CPU =22 FAEM 2FE w2t dyz
of s "HAR

St A2 M2=(2013. 2)

Service Nodes

Compute Nodes (1¢ stuge) Storage Nodes Compute Nodes (2"‘1 stage)

/\]—-9—6‘}— LMS: Login Mgmt. Service WMS: Workflow Mgmt. Service
= © RMS: Resource Mgmt. Service CMS: Cluster Mgmt. Service
= Aol H}EW shth. ey CPU 7 2 10 9449 94
o] wal AA Adso] AEALEFo] WA & 4= 9lrh. MAHA Fig. 4. Basic structure of MAHA supercomputing HW
AFY BYEY w= P2 e 0sH ge RS
51343}'211:]- 2 gag2epn 7]
Bz
?.Fmi‘k oExa e W
Table 3. Design specifications of MAHA supercomputer ESLTEED
i == - “'i Linvxkernel
Index Spec. Units :I;f Ejr;jv £ 'l u0le 9aE=29 #al SW M‘pvom‘%
. TeraFLOPS > 0I5 13 32 W
Performance 300 (Rpeak) ]ﬁlﬁ SSD+MAID S3f HEHH SW
QS (Linux)
Computing CPU Cores > 2,000 core M5 7tz |epepusmic7|ut || ssp+MAD g2t || GPaRU 7yt
HW HAHs 757 || U 45 A7) 48 AH
Accelerator Cores | > 200,000 core
s
Memory > 43 TeraBytes OHwols ge %o; [Desswes 2o T AN EL
Performance | > 1,000,000 0PS [lsasw s 2z 2o Clopnsourced 712715 28 cwoy gy sw 29>
Sy SSD Capacity 144 TeraBytes Fig. 5. Basic structure of MAHA supercomputing SW
HDD Capacity 960 TeraBytes =
a) MRy H9E : CPU-H Xz
Network Computational > 40 Ghps b) miuso] A4 YdE  CPU-mY 204X
etwor
Management 1/10 Gbps ) MESA A g9 % @ CPU-HEH]ZLGA
Power |Total Max. Power 230 kW
Intel CPUE 7|F2o2 & uf Z2AA9 A Al
We T4 @ el Aolzk gtk MAHA A2gle] 470
Table 4. Comparison betwsen ((j)PU OIbased node and Az 7)9] 3714 AEL 7|Fo s ZeaAe} v o]
many-core based node QA A e pEE AAsd
CPIgD Many—izz())re Ratio Units t}29] Fig. 63 Table ‘; thadsl Z2AA L w30l
node node” |(CPU:Manycore) QA W walele] T T WE 4% §rtE B
Perfor™| 50 267 1:804  |TeraFLOPS/node =tk
mance
Cores 16 5008 1313 cores/node Fig. 5. Comparison of various computing node structure
Energy| 6027 | 2373 1:034  |Watt/TeraFLOPS Bandwidth Bandwidth Bandwidth
(Memory) (per manycore (Network
Space®| 7.7 0.39 1:012 Racks (420) device) device)
Cost® | 8024 3,636 1:045 $/TeraFLOPS 6A | 1024 GB/s 16 GB/s 8 GB/s
6B 31.9 GB/s 8 GB/s 4 GB/s
(1) CPU based node . Dual Intel Xeon E5 (2.6GHz) [11] . N N N
(2) Many-core based node : Dual Intel Xeon E5 (2.6GHz) + Dual 6C 63.8 GB/s 8 GB/s 4 GB/s
NVIDIA K20 GPGPU [12] 6D | 319 GB/s 4 GB/s 4 GB/s
(3) Number of racks for 100 TeraFLOPS
(4) Cost for 1 TeraFLOPS, only for CPU ($1,333/CPU), GPGPU($4,000 6E 319 GB/s 2 GB/s 4 GB/s

estimated)

SB-EP : Sandy Bridge-EP, W-EP : Westmere-EP [13], IOH : IO Hub
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§ i
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Fig. 7. Designed structure of MAHA computing node

B 199 2a9xxE, 2009 active-standby &
wE7} o] #ERE IFS olf Al

2E#A] -‘EE% 1/‘3%4 EH% F& AFsr]l fAsto]
SSD A8 ¢ HDD7]¥Fe] MAID(Massive Array of Idle
Disk) AWHE AAsta, ol& 7|Fte g Az=gld HolHE
R =g

Az EIE B vEYAS} A UEHAR
FARY, #E WYEAE 1/10 GhES AlS F22 AA
Rom #HYw=E=E Foto] A" AFEi#e], Job A&
o, Ad#HEE s di EYaE 15 di ¥
gole H$S 93 InfiniBand WEHIZ AT
InfiniBand2 4% A4 HES A= 159 oy HES
93] Folded-Clos EZZAZ -4 %9, non-blocking A
g 7MAESE AAE Y. InfiniBande} FEZ 52 U E
979 PCIeLINK Fabric A4 2 F&d Fol gow,
PCIeLINK Y E$]Z+= PCI Express 7|%< 243to] 3%
Y =r7ke] 10 Ao WES AR &89 oAt

Table 6. MAHA system network

Network Type Speed Topology
Management | Ethernet 1/10 Gbps Tree
Computational | InfiniBand |40 Gbps (QDR)| Folded-Clos
Computational | PCleLink | 128/256 Gbps Mesh/Torus

3) Az=" T2 A

MAHA w3359 A& dub Aol de], vy
A
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MAHA 3 HFE Alagle Fa3a Y7 i 7]Eo o] 2B A Agste] Al2Ele] TS FFAT
2 3, o] V)5 Ao @i o] FERA|AEe AY 4 H, dlojge] EAd wgl HDD ¥E 3dA]28 MAID 3
RE Hasl stEs AAGATHIL. T FEY A~EH Y Ax"lo dolHE F4 wjx @ o]Fdle] AJaEl9]
&S back-to-back @3t AN IV} FYoE B As, 38 BAEY s AdE S FdsEE AA S
o -9 Hﬁﬂ?é Z3to HH%E]% hot zone ¥l =% Atk &3 MAID 3 A|2=/(HW X3S dolg e 54
2 A7k} E3h A 258 E2EE v o 7|5k gt HDDS w23 A8 Aoste] A&7l 3
st QR2E7} %v‘i‘—fﬂ vs 73% -] A7t FNE ol AY AR5 APSEZE AA59
AMAR Fagdozx BZad Y d¥s dds=eF

o
e
jl’i SSD Aty
w A G
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S
g
=
5

HDD
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glol Hol

Fig. 10. Structural design of MAHA file system

Fig. 8. Design of HVAC for MAHA supercomputing system
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TAEE dolg AW W8 Al 7§k H5r1] RAID
Ael71ek SDD 9 HDD®| 2ol 7bedt wiZedos A
At 2 A5 wASa BA AzE costE Ha 534y @ e sw
3} == A A lPCleDevioe Driverl ﬂ"opmfgé | Hﬂgﬁ"ﬁ;ﬁ"
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BET WE, A7Del webA AT oR dolE Aol A EEEEEEEIIHEIEIEE
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o7 AREHEM, ARRRIETE 2 314% HolH= SSD 7 Fig. 11. Structure of MAHA system SW stack
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35 MAHA HIO|2 S& SW

MAHA #}ol2 &4 SWi= MAHA A~8l& 243k
&0 F QI A BAME F¥se s HRE
A BAe As A5 AAEY, 39 F)S o83ty
Faek o] fAATEH JR(FH T 59 A dojo fA
A AEE 7 2= dHolH) FEate] ol fHA E4E&
s d AER2 olgeth 7 FHA @H AHEe= A4 A
44, TEA AA & AA sy 1A ARR THEo
AtHE = wfjg @A), el 44 A= vhge 4
S fg 2l mES AX(EN A" gA), JA fA
A AZA fFHAAoR on| = A H(SNP, Single

SITHSNP Calling ©HA)).
o WE WHo] AXRE

Nucleotide Polymorphism)E
FZ%¥ SNPZ nlg oz 7)71¢
A, ol Ve R ARl EAS
AANE AA Al w2 FHAAA EAS ThetsiAl
MAHA Hlo] 9 &8 SWe o]¢} 22 drd w2 o]
Q spolzeRlo g P, 7 nlo] e Fho|xLEle] g
Ao wE EA(compute intensive, 10 intensive, memory
intensive &)oll WEE vtolxelQle] FA I} o]FaHe &
45 #HA3 sl=E AA HAY U9 Fig 12& o9 2
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Fig. 12. Structure of MAHA Bio-pipeline
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CPU

166.4 GFlops/CPU
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Fig. 14. Construction of 50 TeraFLOPS MAHA supercomputing
system
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Table 7. Specifications and evaluation of 50 TeraFLOPS MAHA
supercomputing system

Index Spec. Units
TeraFLOPS
Performance 53.1 (Rpeak)
Computing CPU Cores 512 core
Accelerator Cores 32,768 core
Memory 1 TeraBytes
SSD Capacity 14 TeraBytes
Storage -
HDD Capacity 70 TeraBytes
Computational 40 Gbps
Network
Management 1/10 Ghps
Power Total Max. Power 42.12 kW
Rmax 30.1 TeraFLOPS
Perfor- Efficiency o
mance (Rmax/Rpeak) 262 %
Performance/Watt 719.61 MFLOPS/W
TeraFlops MAHA Supercomputing System Performance (Linpack)

b Avg. : 29.901 TFs Max : 30,310 TFs

32

I

12345678 910111213141516171819202122232425262728293031323334353637
u Tflops #of Run

Fig. 18. Linpack results of MAHA supercomputing system
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