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2.1. Processing-in-Memory

Processing-in-Memory(PIM)-2 o] &7} A= o] ¢)
= v A Ar7E fAAHLZA HolE
A H TR SelA AAkS 5 e 7T ol
CPU Y GPU °l #]&] PIM & o Z|Alo]ld A|zke] W
& dde] vl olsdu 53 ¥ adrow zE
&h[3] DLRM ¢] Hld #lo]o] HEgF AAikwkel] e
deld o]Fe] B& ses ¥7] el PIM & 48§
&% DLRM & &34 ow 7h&e = itk

2.1. DLRM Acceleration
DLRM 9| SIH|Y #ojolE 7H&eh= n
F7HAZE v AWMAE A g Lske
£ 717 (caching)dt= WH o]t} [4] DLRM 9
A
S HelE A S ABshe oholdme] £1
o otoldEe juishe Y WEE 7zt
o] ¥-&3& CPU U GPU wlxgle] wg] fj]AF e
24 dolg oFg aRdew 2 & A
& olg% Pyolth Ay AHE
w5 Aol gl Axbrlel A Sduld =
Axtel A Askd Aagks CPU =
]l ZAe A o] Fo|xl AL Ak
= 7FHe7] wEel PIM & o]&3&tH dHolH o5&

O+

rJQ
_mi o, = ot
[0 = oft ro

HUoXL
ot Lot L

]

=
oft

hs

o

AN
N
2
rlo
o
=

g or FdozH ofEgAelHdE 75T F 3
=
3. PIM 2 0[E%t DLRM 7535}

PIM < ©] &3t 7]& DLRM 7}&3F A58 i

T g HolEs PIM ol AFsta g dlo]of

TS 7FESdTE o] oA tFYSE partitioning
7|HS o]&3le] DLRM 2] Bottom MLP, Top MLP,

Feature Interation = Z5- PIM ol 4] 7}4:3} sty

Partitioning ol W& 7}&538LE F41817] $13)] Hol=
o, bR, M EEE Y HolEE Ure 7IHE
Agatshl6] Urolxl dwld EHelES PIM 9 7t
wxe WA AAEo] Ao AT Aib7]
o]l Ake] Hr.

Bottom MLP, Top MLP, Feature Interaction < Hl %] (batch)
G2 AN Y HolE2 PIM o] Z; wR
g7t afe FE A Q7] W] EE AR
FH sldste dHolgHE 7 et gtk ol& $8)
PIM o] H =g 7tel| AlltoAll, ReduceScatter ©] 2F+= Al
7ol AFEEATE[7] PWE HolEE HolEEH T
v ARHEE U dolE Y fIXIRE o] sAAFH
B AlltoAll ©] AFEH AT 72 R UFE 7 PIM
o wEg o= AAS F3l duld #WE e FEgt

T =2
Wk A8 4= 9l o F ReduceScatter ©] AFE-E T}

4.PIM € O|2% DLRM FE& AlZt &4
4.1. A&
dlo]H Al FHA2~Ee A 74 thEAQ] Criteo
dataset[8]S AH8-3FGlom, AlEd o] o] obd 16 7]
WAZ FAE AA UPMEM[9] PIM A 2~8]S Apg-3}
Atk $AE T 2AMZE Intel Xeon Gold 5215 CPU 7}
AHE-E ATt
42.PIM S o[8%} DLRM AL 24
3
2 'Y
o
Q2 s
[}
5 .
al * * .
3
®o
& 4 8 16

The number of memory ranks
*—PIM -e-CPU

218 2. PINS] 3= o] Wb PIM OS2 7143138 DLRM 3}
CPUZ ©o]&3F DLRM 9] F2 A7 v|al,

PIM ¢] W& o] &=F Agks flal AT
o] ES HolEY Y, ARYERE UTE 7|HS
Ptk 19 2+ 3714 partitioning 7| HS &
3k PIM A|2~El3} CPU Al ] 7He] %%
& e PIM 9] W FA FE %
CPU © Hl&] ] 2.8 vlZ AFo] A9
S7Fskitt ol= PIM o] 71t 779
A= sl A= on gt
CPU oA+ EqFxAleolal 2k Holg el H]
& SAaksfFo] BEslo] CPUZF HlE&& 202 AFSHT
WA PIM ol A= Ee] ZA A Y HEHE O
gomy HwEe HAEo Hasds adHeE 4
SHTE PIM o] wl=E] WA 7} goldel uet A
o] A AMIFHoz Z7s Ak ﬂ;q—s] M&o] ol
HH 2] E 93] partitioning & 7] -]t}
= o|-&3st7] 913l O‘Hﬂ"/‘ Hol 555 WHA A
jomnE MY #HHES sty o8 949 d
Ao dud ]%% Zko}7}of
HEe Was 7*«]

ol
o =

FJ OFO ofo
rf
=

H ot oft

= B
b s R %o
Hog F7}elal o=

[e)

WS A ks

ox

-32 -



ASK 2024 sh=dtarl
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